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Abstract—Sub-pixel registration has application in many 
image processing tasks. Predictive interpolation solves the 
problem of choosing a particular interpolation function and 
needing to search for the best offset by determining the optimum 
interpolation function for a given pair of images, and estimating 
the offset from the interpolation weights. By analysing sinusoids 
and step edges, it is shown that even order predictive 
interpolation filters inherently have more bias than odd order 
filters. It is also demonstrated that increasing the filter order 
significantly improves registration bias. The form of the bias is 
verified by measuring the accuracy of registration on sample 
images. 
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I. INTRODUCTION 
Image registration is an important step in many image 

processing applications. While pixel accurate registration is 
adequate for many applications, many techniques can benefit 
from registration to sub-pixel accuracy. These include: super-
resolution [1]; motion compensation for video coding [2]; 
sensor fusion [3]; stereo imaging; image stitching [4]; motion 
detection using optical flow [5]; and image stabilisation. 

Given two images (or subimages in some applications), f
and g, which differ only by a translation (rotation and scaling 
are not considered in this paper), registration involves 
estimating the offset between the pixel locations of the two 
images. The general approach is to designate one of the images 
as the reference, and measure the offset of the other image 
relative to this reference.  

Sub-pixel registration requires estimating the offset to an 
accuracy of a small fraction of a pixel. Often this takes place in 
two steps: first the images are registered to the nearest pixel, 
and then the offset within the pixel is estimated. In this paper, it 
is assumed that the images have been pre-registered to the 
nearest pixel (using any method described in [6] or [7]). The 
focus of this paper is the accuracy with which the sub-pixel 
offset may be estimated, and in particular analyses the 
systematic bias associated with offset estimation. 

For simplicity, the analysis here will be restricted to 1-D 
(although it easily generalises to two and higher dimensions). 

Let f(x) represent the pixel values for the reference image. The 
target image g(x) is offset from f by u such that 

 ( ) ( )uf x u f g x+ = = . (1) 

The sub-pixel registration problem then is given f and g, to 
estimate u, where 0 < u < 1 (or -0.5 < u < 0.5 for even orders). 
The performance outside this range is also of interest because 
of the uncertainty associated with the pixel-level registration. 

Most analyses of image processing operations, including 
registration, assume that the images are band-limited. In 
particular, the Nyquist sampling criterion requires that the 
highest sinusoid frequency component within an image is less 
than twice the sampling frequency to prevent aliasing. In 
practice, many images of real world objects contain some 
degree of aliasing by virtue of the fact that objects have sharp 
edges or boundaries. Natural objects in particular have detail at 
a wide range of scales so will contain energy over a broad 
bandwidth. The only bandwidth limiting elements within image 
capture systems are the optical transfer function of the lens, and 
area sampling performed by the sensor. Therefore some degree 
of aliasing is inevitable. In fact, applications such as super-
resolution require that the input images be aliased in order to 
obtain more information from the image ensemble than is 
available within any single image [8]. Consequently, any sub-
pixel image registration technique should be tolerant of, or 
insensitive to aliasing. 

The rest of this paper is structured as follows: Section II 
defines predictive interpolation and derives the optimal 
interpolator. This is then used to estimate the sub-pixel offset 
between the target and reference images. The bias associated 
with the estimated offset is analysed in section III for sinusoid 
and step image models. Section IV compares the bias observed 
from real data with that from the theoretical analysis. The 
implications are discussed in Section V. 

II. PREDICTIVE INTERPOLATION 
While there are many different registration methods (see for 

example [1,6,7,9]), this paper focuses on a relatively new 
technique: predictive interpolation. This was first introduced in 
[1] and analysed in more detail in [10] and [11].  

Conventional interpolation based methods for sub-pixel 
registration use an interpolator to create a continuous surface 



from the reference image samples. The continuous surface is 
then offset (and effectively resampled) and compared with the 
target image. The sub-pixel offset is determined by searching 
for the offset that gives the best fit with the target image.  

 2
0arg min u

u
u g f= − . (2) 

Interpolation can be considered as a linear filter. The 
resampled, offset reference image may be formed by using a 
sampled interpolation function, resulting in a discrete filter: 

 
1 1 0 0 1 1 2 2u

i i
i W

f h f h f h f h f
h f

− −

∈

= + + + + +

=∑
� �

(3) 

where W is the region of support for the interpolation kernel 
and the filter weights hi, depend on the desired offset, u.
Different interpolation kernels are derived based on making 
different assumptions about the image. As a result, they may 
have different regions of support, and will give different sets of 
weights derived from those assumptions. 

Solving (2) is non-trivial because the difference between the 
target and reference image is a non-linear relationship of the 
offset, u, and doesn’t necessarily have well defined gradients. 
Consequently, the offset is usually found through iterative 
optimisation techniques. 

Predictive interpolation avoids this search by turning the 
problem around. It does not choose a particular interpolation 
function, but instead uses the image data itself to determine the 
interpolation kernel. It uses the pixel values in the reference 
image to predict those in the target image, effectively 
determining the best (optimal in a least squares sense [12]) 
interpolation kernel (hi, i∈W) that relates the target to the 
reference: 
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Since (4) is linear, the optimal filter coefficients may be 
easily determined by least squares minimisation. As an 
interpolator, the prediction weights are subject to the constraint 
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h
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If this was not the case, then the intensity within uniform 
regions would change. Eliminating h0 from (4) gives: 
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Least squares minimisation can then be used over the whole 
image to give the values of the coefficients that minimise the 
prediction error from f to g. If we define 
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then (2) transforms to 
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which has well defined gradients, and being quadratic in hi, has 
a single global minimum that can be determined analytically. 
Taking the partial derivative with respect to each coefficient 
and solving for when these derivatives are equal to 0 gives a 
system of linear equations. The order of the interpolator is 
given by the number of independent coefficients fitted (which 
is 1 less than the size of W). For example, for a 3rd order 
predictive interpolator: 
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or more generally 

 Fh = g . (10) 

This is then solved to give the optimal interpolation 
weights. The problem then is how to determine the offset from 
the interpolation coefficients. In previous work [11], we have 
matched the weights to those that would be obtained using 
conventional low order polynomial interpolators. This was 
valid for a first order filter (linear interpolation in 1-D) where 
the equations are the same. However, for higher orders the 
optimal interpolation function does not necessarily correspond 
with any standard interpolation method, so matching 
coefficients is harder to justify. 

If we consider integer offsets, i.e. g0=fi, then in the absence 
of noise the optimum interpolation procedure will derive the 
corresponding filter coefficient, hi, to be 1, and all of the 
remaining coefficients to be 0. In the general case, however, the 
target image is part way between pixels, so a mixture of 
reference pixels is used to predict the target. If we assume that 
the offset is a linear combination of the filter coefficients 
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then from the super-position principle, we get the weights as 

 iw i= . (12) 

Note that this is exactly the same as the result obtained by 
matching the weights produced for a polynomial interpolator 
(for example a spline with finite support) and solving the 
resulting equations for the offset, u. It can be shown that (12) 
holds regardless of the particular interpolation kernel used. 

Since h0 makes no contribution to the offset, it is convenient 
to eliminate h0 (rather than one of the other weights) in (6). 
Combining (10) and (11) we get 

 1û −= wF g , (13) 

where w is a row vector made of the sample locations within 
the region of support, eliminating the origin (i=0). Note that the 
F-1 terms depend only on the reference image, so the matrix 
inverse only needs to be calculated once regardless of the 
number of target images that are registered. The rows of this 
inverse are then weighted (by w) giving a single row vector that 
depends only on the reference image. This leads to an efficient 
implementation when there are a number of target images that 



need to be registered relative to one another (for example in 
super-resolution). 

III. BIAS ANALYSIS 
Any estimate of the offset between the two images will be 

subject to uncertainties resulting from the characteristics of the 
images. There will also be uncertainties resulting from 
underlying differences between the two images (noise for 
example). It has been demonstrated [10] that when performing 
predictive interpolation with a sufficiently large image area the 
bias in the estimate dominates over the variance, making the 
bias of particular interest. The bias in the estimator can be 
defined as any systematic deviation of the measured offset from 
the actual offset: 

 [ ]ˆBias E u u= − . (14) 

To obtain an analytic expression of the bias, it is necessary 
to have a mathematical model of the features within the images. 
In this paper, we will consider two different types of features: 
sinusoids directly measure the frequency dependence of the 
bias and allow the effects of aliasing to be considered 
explicitly; and step edges provide a more realistic model of 
typical images where a significant proportion of the high 
frequency content is contained within the edges between 
regions. Since the relationship between the samples and the 
features of the image is unknown, the expected value is 
calculated by assuming that all possible relationships are 
equally likely within the image. The summation of (8) over all 
pixels within an image is therefore replaced by an integral over 
all possible relationships between the sampling grid and the 
feature positions: 
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When performing least squares minimisation, the summations 
giving the elements in F and g in (9) and (10) are therefore 
replaced by integrals.  

A. Bias for sinusoids 
Most imaging algorithms implicitly assume that the input 

image is band-limited, with a sample frequency at least twice 
the maximum frequency present. Since such signals can be 
reconstructed perfectly, it is interesting to analyse any 
frequency dependence of the bias. 

Consider registering a pair of sinusoidal signals 
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Unless the sinusoid frequency, ω, is harmonically related to 
the sample frequency, the summation will range over all 
possible angles. Therefore the expected value of û may be 
obtained by averaging over all possible phase angles. This may 
be accomplished by integrating over a single period (for x from 
–π/ω to π/ω). 

For a first order predictive interpolator, this gives [11] 
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and for a second order interpolator: 

 [ ] sinˆ
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For sinusoidal signals, the matrix F is singular for 3rd and 
higher orders. A sampled sine wave is actually only a second 
order function, in that successive samples may be generated 
recursively using a second order filter: 

 [ ] (2cos ) [ 1] [ 2]h n h n h nω= − − − . (19) 

As a result, there are only two linearly independent 
equations in (10), and the optimal interpolation filter is 
undefined for 3rd or higher orders. 
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Figure 1.  Bias in estimating the offset of sinusoids as a function of the offset. 

The bias (the difference between the expected offset and 
actual offset) is shown in Fig. 1 as a function of offset at a 
sampling frequency of half the Nyquist rate. Several 
observations may be drawn from Fig. 1:  

● In the absence of noise, there is no bias for offsets equal 
to an integer number of pixels (within the region of 
support of the interpolation kernel). This results from 
the use of the super-position principle in (12). 

● The filter performs reasonably well at interpolating, but 
extrapolates poorly, as indicated by the growing bias 
outside the region of support. 

● The bias from extrapolation is towards the region of 
support. Outside the region of support the offset is 
underestimated, resulting in a positive bias for negative 
offsets and negative bias for positive offsets. 

● The previous observation implies that there will be an 
odd number of offsets that give zero bias. It is this extra 
bias zero that gives the first order filter a significantly 
lower bias within the region of support. 

● For the first order interpolator, the bias is towards the 
nearest pixel, and away from the centre. Similarly, for 
the second order filter, the bias is towards the end 
samples and away from the central sample. 



The bias pattern remains much the same shape for different 
frequency signals (below the Nyquist frequency), although the 
amplitude of the error is larger at higher frequencies. As the 
offset is not known in advance (otherwise registration is 
unnecessary), the RMS error over all possible offsets in the 
range 0 to 1 provides an estimate of the average error. Fig. 2 
compares the frequency response of the bias for the two filters. 
Both filters perform well if the sinusoid frequency is much 
lower than the sample frequency. The first order filter is 
effective past the Nyquist frequency and gives meaningful 
estimates of the offset even for aliased signals. The 
performance of second order filter deteriorates much earlier, 
with the estimated offset becoming meaningless even for 
unaliased sinusoids close to the Nyquist frequency. The reason 
for this instability is that as the Nyquist frequency is 
approached, the sample at f(x+1) becomes the same as f(x-1), 
and the matrix F becomes ill-conditioned. 
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Figure 2.  Frequency dependence of bias for sinusoids. 

While the sinusoidal model yields useful insights into the 
behaviour of predictive interpolation, real images do not consist 
of a single pure sinusoid. 

B. Bias for step edges 
A more realistic model is that of a step edge since many 

images can be approximated by piecewise constant regions 
(with step edges in between). In forming the image, a step edge 
is blurred to a single pixel wide ramp by area sampling. This 
means that the edge pixels take on an intermediate value 
depending on the exact position of the edge relative to the 
sampling grid. Without loss of generality, consider a single step 
edge of height 1. 

Since the location of the edge is unknown relative to the 
samples, the expected value for the bias may be determined by 
integrating (15) over all possible edge positions within the 
region of support of the interpolator. This effectively considers, 
and averages over, all of the different configurations of the 
pixel values as a result of an edge being somewhere within the 
region of support. The advantage of explicitly enforcing the 
constraint of (5) is that there is no contribution from edges 
outside the region of support (because of the subtraction in (6)).  

After solving (13), the bias is a series of piecewise cubic 
curves (Fig. 3). For the first and second order filters, the 

general shape is the same as that obtained for a sinusoidal 
model. 

Again, the even orders have poorer performance than the 
odd orders. This is because of the bias zero that odd order 
filters have at an offset of 0.5. Increasing the order by 2 not 
only significantly improves the bias, but it also extends the 
useful region of relatively low bias by extending the region of 
support. Outside the region of support, the bias grows 
consistently in a similar manner regardless of the filter order. 
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Figure 3.  Bias characteristics of a blurred step edge for different order 

interpolation filters (first to fifth order). 

IV. VALIDATION WITH REAL IMAGES 
To assess the registration accuracy, it is necessary to work 

with images where the offset is known in advance. Capturing a 
sequence of images with precisely known offsets is difficult, if 
not impossible. Therefore, a high-resolution image was used as 
the image source, and a simple imaging model was used to 
simulate the capture of the sample images. A 1700x1700 
source image was filtered using a 1x20 horizontal box average 
filter to simulate 1D area integration, shifted by known offsets, 
then downsampled by a factor of 20 horizontally to give low 
resolution (1700x85) images for registration. This provides 20 
low resolution images offset in steps of 0.05 pixels. Taking 
pairs of images with a given offset, the bias may be determined 
by averaging the individual measured offsets. 

Fig. 5 shows the measured bias patterns obtained from the 
test image “Beach” (Fig. 4). The pattern if the bias is very 
similar to those obtained analytically from the step edge model. 
This implies that the piecewise constant model with area 
sampling provides a reasonable representation of the dominant 
image characteristics. The bias from the test image is slightly 
higher than that estimated from the model. 



Figure 4.  Sample low-resolution image, “Beach”, dominated by low 
frequencies, with some sharp edges resulting in a limited degree of aliasing. 
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Figure 5.  Bias characteristics measured from the “Beach” test image for 

different order interpolation filters (first to fifth order). 

V. DISCUSSION AND CONCLUSIONS 
From the sinusoidal test image, there is less bias at lower 

frequencies. Although the relationship between the offset and 
the image content is not linear, this does imply that low pass 
filtering the images prior to registration should reduce the bias. 
Preliminary results verify this, but further research is required 
to determine the best filter to use. 

Higher order filters not only significantly reduce the bias, 
but because of their wider region of support, also give good 
estimates of the offset even if the initial pre-registration is not 
accurate to the nearest pixel. This opens the possibility of 
extending predictive interpolation to performing the pre-
registration using a pyramidal scheme – performing an initial 
registration at a low resolution, and using predictive 
interpolation to refine the estimate at successive levels of the 
pyramid. 

This improved performance of higher order filters comes at 
the expense of an increased computational cost. The most time 
consuming step is performing the summations to form F and g.
The number of elements calculated grows with the square of 

the filter order. This is offset by the fact that only a single pass 
is required through each of the reference and target images. 

The results have been validated with a typical scene, giving 
results that closely match those obtained theoretically from a 
simple piecewise constant with area sampling image model. 
This implies that such a model closely approximates the 
important image characteristics from the point of view of 
registration. The method needs to be tested with a wider range 
of images, particularly to investigate the effects of significant 
aliasing on registration accuracy. Preliminary experiments 
indicate that when significant aliasing is present, the bias 
increases and the bias pattern changes subtly. 

The analysis here needs to be extended from 1D to 2D 
registration. While in principle the predictive interpolation 
filters are straight forward to implement, in general the optimal 
filters are not separable, making the analysis more complex. 
For example the equivalent of a 1D 3rd order filter has 15 
degrees of freedom (independent filter coefficients) in 2D. 
Previous work touched on the effects of noise on first order 
registration [11]. This needs to be extended to higher order 
prediction filters. 

To conclude, higher-order predictive interpolation filters 
give significantly lower registration bias than the simple first 
order filter. Sub-pixel registration bias can be reduced to a 
fraction of a percent of a pixel using this method. 
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