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Abstract 
A catadioptric imaging system was constructed using low precision mirrors. As a consequence, the captured 
image is subject to a number of local distortions. The perspective, lens and mirror distortions are removed using 
a non-parametric calibration approach. The effectiveness of the catadioptric system, and associated calibration 
procedure is validated by capturing an image of a known scene, calculating the disparity map and depth map, 
and comparing the measured ranges of features with their true depths. A simple dynamic programming based 
stereo matching algorithm was used to validate the setup. The locations of significant object edges within the 
image corresponded well with the actual object range, to within 1 pixel disparity. 
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1 Introduction 
Stereo imaging is a commonly used method for depth 
perception, particularly in the area of mobile robotics. 
Stereo imaging uses multiple images of the same 
scene taken from different camera locations. The 
multiple (usually two) images are related in such a 
way as to provide disparity. Disparity is defined as the 
relative movement of an object between two or more 
views. In a stereo imaging system, the cameras are 
spatially separated, resulting in the disparity being a 
function of depth. The disparity is found by matching 
corresponding points in the input images. 

In practise, the stereo matching problem is simplified 
by making use of epipolar geometry. This allows a 
1-D search to be used for matching points rather than 
a full 2-D search. Consider one object point. That 
point, and the two points corresponding to the camera 
centres define a plane in 3-D space. All object points 
on that plane will be imaged to a single line in each of 
the captured images. Therefore, in finding a matching 
point, the search may be restricted to a corresponding 
line in the other image. The epipolar lines do not, in 
general, coincide with the image scanlines. 

While image resolution is the ultimate limiting factor 
in terms of precision, lens distortion can introduce 
significant errors. The field of photogrammetry has 
developed techniques for characterising and 
compensating for any distortions present, enabling 
accurate measurements to be made. Camera 
calibration involves determining the relationships 
between the two cameras and the scene (enabling the 
epipolar lines to be determined) and correcting for 
distortions resulting from the imaging process. For 
stereo imaging, absolute positioning with respect to a 
world coordinate system is not as critical as 
determining the relative positions of points on the 
objects in both views [1]. 

1.1 Our Catadioptric Stereo System 
A catadioptric system uses both lenses and mirrors as 
focusing elements. For stereo imaging the principle is 
that the lenses and mirrors are designed to act in a 
way that produces two images on the same sensor [2]. 
The basic arrangement of our system is illustrated in 
figure 1. The detailed design of the mirror system is 
described elsewhere [3], however a key factor to 
reduce the cost in the design is to use polished 
aluminium mirrors. Such mirrors are only 
approximately planar, and can introduce local 
distortions. An image of a regular rectangular grid is 
shown in figure 2. 

Figure 1: Our catadioptric stereo vision system. 

2 Calibration 
There are at least three sources of distortion apparent 
in figure 2. The first of these is perspective distortion. 
This results from the convergence of the centrelines 
of the two cameras. Such convergence is unavoidable 
in this particular configuration if there is to be any 
overlap between the field of view of the two virtual 
cameras. The perspective distortion means that the 
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epipolar lines are no longer parallel, and this 
complicates the matching of corresponding points. 
Matching is further complicated by the position 
dependent change in scale factor between the left and 
right image of each view. 

Figure 2: The image of a regular calibration grid seen 
through the vision system. 

The second source of distortion is barrel distortion 
resulting from the use of a wide angle lens. It results 
from the lens having a slightly higher magnification 
in the centre of the image than at the periphery. In 
figure 2, this effect, although significant, is dominated 
by the perspective distortion. Barrel distortion is 
particularly significant for catadioptric stereo imaging 
because the two different views have the distortion in 
opposite senses. The right side of the left view and the 
left side of the right view are in the centre of the 
image and have relatively little lens distortion. 
Without calibration, barrel distortion will contribute a 
significant systematic error in the measured range. 

The third source of distortion results from minor 
distortions in the polished aluminium mirrors. These 
result in apparently random deviations or twists in the 
lines. The distortions from the mirrors are different 
for the two views because each view uses a different 
pair of mirrors. Again the effect is a significant 
position-dependent systematic error in the measured 
range. 

The perspective and barrel distortions can be 
modelled with parametric models with relatively few 
coefficients. However, the same is not true of the 
mirror distortions. Therefore successful calibration in 
this application requires a non-parametric approach. 

2.1 Calibration Procedure [4] 
Non-parametric calibration is effectively determining 
the relationship between the captured image 
coordinates, (x,y), and an undistorted coordinate 
system (u,v) for every pixel in the image. 

Although the perspective and barrel distortions are 
global, the local nature of the mirror distortions 
requires calibration at a dense set of points. Unless 

each pixel is calibrated (as is done in [5]) it is 
necessary to assume that the mapping is locally 
smooth. 

A rectangular grid is placed at the designed working 
distance of the system in such a way that it fills the 
field of view of both virtual cameras. The grid 
intersections provide a set of corresponding points 
where the u and v locations are known in both views. 
The lines themselves provide a set of equally spaced 
(in terms of the real world) samples of both the u and 
v axes of the desired undistorted image. 

The centres of each of the gridlines are detected [6], 
and approximated by a smoothing spline. These 
gridline splines effectively characterise the distortions 
present in the image from all three sources. A 
distortion map is then produced for each of the two 
‘views’ by fitting interpolation splines to each row 
and column approximately perpendicular to the 
gridlines. That is, the vertical gridlines give the 
horizontal distortion map and vice versa. 

The mappings obtained in this way are forward maps 
(they specify where each distorted pixel should map 
to in the undistorted image). To apply them to an 
image to correct the distortion requires reverse maps 
(where each undistorted output pixel, indicates where 
it should come from in the input image). For 
simplicity, a two-pass mapping process is used [7] to 
perform the correction as a set of independent 1-D 
corrections. The corrected stereo pair for the 
calibration image is shown in figure 3. 

Figure 3: The calibration image after correcting for 
lens, mirror and perspective distortions. 

3 Stereo Matching 
The removal of perspective distortion results in the 
more conventional parallel camera geometry. If each 
horizontal gridline is co-planar with the two virtual 
cameras then after correction the epipolar lines will 
correspond to horizontal lines in each of the 
transformed views. This enables a simpler 1-D 
matching algorithm to be used. Mapping both views 
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to the same coordinate system means that objects at 
the working distance will have no disparity, 
effectively setting the location of the calibration target 
as the reference range. Calibration is therefore relative 
to the camera, rather than in terms of absolute world 
coordinates. Points with positive disparity are closer 
to the camera than the working distance, and points 
with negative disparity are beyond the target range. 

3.1 Obtaining the Stereo Pair 
A single image captured by the catadioptric stereo 
camera will contain two views. The mirror system 
effectively enables the scene to be simultaneously 
viewed by from two slightly offset directions as 
shown in figure 4. When the distortion maps obtained 
from the calibration procedure are applied, the image 
is split into its two components (see figure 5). While 
most of the distortion has been removed, a small 
amount of residual distortion remains. This is because 
the calibration grid provides a relatively sparse 
sampling of the image, and has not captured all of the 
local distortion. 

Figure 4: A scene captured using the catadioptric 
stereo camera. 

Figure 5: The image of figure 4 corrected for 
distortion, and split into the left and right images. 

To build a depth map of this scene, each point in the 
left image must be matched to the corresponding 
scene point in the right image. Depth can then be 
inferred from the offset or disparity between the 
corresponding points. 

3.2 Image Normalisation 
One problem with simple intensity matching (or local 
correlation) is that the intensity can vary significantly 
between the two images of the pair. While the 
intensity differences in figure 5 appear relatively 
minor, even a small local intensity gradient can result 
in a significant matching error, especially in regions 
containing very little detail. 

One approach to overcoming this problem is to only 
perform the correspondence matching on edge pixels. 
The approach we took was to apply intensity 
normalisation to the image to correct for the intensity 
differences between the images. First the local 
average intensity is estimated by using Gaussian filter 
with a standard deviation of 8.5 pixels. Normalisation 
is achieved by dividing the input image by the local 
average. This effectively provides a form of local gain 
control that normalises the image intensity. The result 
is that edges, and any other texture details, are 
enhanced, while any subtle lighting gradients are 
completely suppressed (see figure 6). 

Figure 6: Intensity normalised stereo image pair. 

3.3 Correspondence Matching 
Since the calibration procedure makes the epipolar 
lines horizontal, any point in one image will appear 
on the corresponding row within the other image. 
Therefore each row within the stereo pair may be 
matched independently. 

While there is a wide range of stereo matching 
algorithms available [8], for the purpose of validating 
the setup a simple correspondence matrix approach 
was used. A correspondence matrix considers the 
‘compatibility’ between each pixel in the left image 
with each pixel in the right image. The absolute 
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difference between pixel values is used as the 
compatibility measure. The correspondence matrix 
therefore shows all possible correspondences. Points 
in the matrix with low values represent similar pixel 
values between the two images, and therefore 
potential matches. High matrix values represent 
strong incompatibilities. An example correspondence 
matrix is shown in figure 7. 

Correspondence matching is therefore equivalent to 
finding a set of compatible matches within the 
correspondence matrix. Any deviation of the matches 
from the central diagonal represents the disparity in 
the image. 

Figure 7: Correspondence matrix for line 512 of the 
stereo image pair. The left image is represented 

horizontally, and the right image vertically. 

Generally we are interested in matching over a 
relatively narrow range of disparity. This corresponds 
to a diagonal band in the correspondence matrix. If 
the correspondence matrix is rotated, the disparity 
becomes more obvious. The rotated and constrained 
correspondence matrix is shown in figure 8. This is 
scaled so that the horizontal axis corresponds to the 
image position (from partway between the two 
views). The vertical axis directly measures the 
disparity. 

Figure 8: Rotated and constrained correspondence 
matrix. The disparity is represented vertically, and the 

image position is represented horizontally. 

3.4 Determining Minimum Cost 
The values in the correspondence matrix are 
considered as a penalty function, with dynamic 

programming techniques used to minimise the total 
cost to get from one side of the matrix to the other. 
The path directly gives the disparity as a function of 
position (figure 9). 

Figure 9: Minimum cost path through the 
correspondence matrix. 

An assumption implicit in this dynamic programming 
approach is that the relative order of the pixels in the 
two images is the same [8]. In many circumstances, 
this will be the case, although with narrow foreground 
objects this assumption will be violated.  

A second assumption is that every pixel in one image 
will have a correspondence in the other image. This 
does not take into account occlusions, both of 
background objects occluded by foreground objects, 
and of surfaces oriented such that they are visible in 
one image but not the other. 

The minimum cost approach is effectively performing 
a correlation between the left and right images with a 
1 pixel wide window. Generally better results may be 
obtained by using a wider correlation window. This 
may be simulated by smoothing the correspondence 
matrix of figure 9 with a horizontal box average. The 
effect of smoothing with a 9 pixel window is shown 
in figure 10. 

Figure 10: Effect of smoothing on the minimum cost 
path 

3.5 Disparity Maps 
This process directly gives the disparity for each row 
in the image. The rotated correspondence matrix gives 
the disparity for a ‘central’ view, halfway between the 
left and right views. The raw disparity map for this 
stereo pair is shown in figure 11. The results are 
consistent from row to row where there are vertical 
edges or other features, however the disparity of 
featureless regions is somewhat random. The image 
may be improved by post-processing with a vertical 
median filter [9]. Using a median filter significantly 
reduces this noise by enforcing some consistency 
between nearby rows, without significantly affecting 
edges. The effect of filtering using a 13x1 median is 
also shown in figure 11. 

The disparity may be referred to the two side views to 
obtain disparity maps for the individual views (figure 
12). Significant edges are detected using a Sobel filter 
and overlaid on these images for reference. 
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Figure 11: Raw disparity map (left), and filtered 
using a 13x1 vertical median filter (right). Mid grey 

corresponds to 0 disparity. 

Figure 12: Filtered disparity maps for the left and 
right images with significant edges. 

 
Figure 13: Imaging geometry after calibration. 

3.6 Range Map 
The disparity map can be converted to a depth or 
range map. The geometry of the vision system after 
calibration is shown in figure 13. B is the baseline 
between the virtual images, and is obtained from the 
arrangement of mirrors relative to the camera [3]. D is 
the working distance; the distance of the calibration 
plane from the virtual cameras. e is the disparity 
between the calibrated left and right images. After 

calibration, points at the working distance, D, have no 
disparity. Points closer than the working distance 
have positive disparity, and those beyond the working 
distance have negative disparity. d is the offset of an 
object point from the working distance. 

From similar triangles 

 e B
d D d
− =

+
(1) 

This may be solved for the displacement from the 
working plane: 

 eDd
B e
−=

+
(2) 

Therefore the range is related to the disparity by 

 DBD d
B e

+ =
+

(3) 

Figure 14 shows this relationship between range and 
disparity for the configuration used in these tests  
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Figure 14: Relationship between range and disparity. 
The calibration range, D=206.5 cm, the baseline 

B=10.5 cm, and the calibration scale is 6.5 pixels/cm. 

4 Results 
As a simple stereo matching algorithm is being used, 
the results are really only valid where there are 
significant edges or texture within the image. 
Textureless regions between the sharp edges have had 
very few constraints (for example a smoothness 
constraint could be applied [8]) and as a result, the 
depth map has less validity in these regions. 

Two tests were performed to validate the results. 
Within the test image, the locations of 25 corners 
were measured, and their depths estimated from the 
stereo pair. The objects spanned the full range of the 
scene, between 1 and 3 metres from the camera. The 
corresponding disparity range was -23 to +60 pixels 
disparity. A disparity range of -60 to +60 pixels was 
used for the matching process. The errors associated 
with each of the measured ranges are shown in figure 
15. The errors indicate that the measured disparity 
was up to 1 pixel out. Ideally, all of the errors should 
have been within 0.5 pixels disparity. 
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Figure 15: Errors from a set of 25 sample vertical 
edge points. The solid lines show the error associated 

with 1± pixel disparity. 

The second test was to measure the disparity of all of 
the vertical line pixels from the background grid (at a 
range of 3 m). This will give an indication of the 
extent of the distortion remaining after calibration. 
Only the line pixels are measured, because the spaces 
between the lines have very little texture, and the 
matching is more random at these locations. This data 
is shown in table 1, along with the mean and standard 
deviation range. 

Table 1: Measurements made on the background 
grid. Columns 3 and 4 give a count of line pixels that 

have a particular disparity. 

Disparity Range 
(cm) 

Raw 
image 

After 
filtering 

-24 319.0 214 199 
-23 311.9 472 459 
-22 305.1 3964 3627 
-21 298.7 26149 27274 
-20 292.4 6624 6835 
-19 286.5 45 37 

Mean range 298.5 cm 298.4 cm
Range standard deviation 4.0 cm 3.9 cm

In the raw image (before median filtering), there were 
several lines that matched incorrectly (see figure 11). 
This is because the regular grid pattern is ambiguous, 
and the gridlines were matched with an offset of 1 
grid spacing. Such errors are unavoidable without 
enforcing consistency from one row to the next. These 
errors are removed by applying the median filter. 

The results indicate that the median filter has very 
little effect on the range data where there is strong 
edge information. There is some spread of the 
disparity values, although the RMS error (or standard 
deviation) is significantly less than 1 pixel. 

5 Conclusions 
We have demonstrated that it is feasible to use a 
catadioptric system with low cost polished aluminium 
mirrors for stereo image capture. It is essential to 
calibrate for the lens and mirror distortions, and an 
appropriate calibration can significantly simplify the 

correspondence matching by mapping the epipolar 
lines to the image scanlines. 

The effectiveness of such an arrangement for stereo 
imaging has been demonstrated by measuring the 
range of a set of feature points. Range errors indicated 
that the feature points had disparities that were up to 1 
pixel in error. A larger sample of background pixels 
identified some points where the error in the disparity 
was 2 or 3 pixels. These indicate that the distortions 
have not been completely removed by the calibration 
process, and suggest that a finer calibration grid is 
required to more accurately model the distortions. 

A more sophisticated stereo matching algorithm 
should give more accurate range mapping within the 
relatively featureless areas of the image. 
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